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Resilience engineering in Kubernetes

Multi-zone pod distribution with topology spread constraints

Topology spread constraints provide declarative control over how pods distribute across your cluster. This configuration 
ensures your applications distribute evenly across availability zones while providing a fallback for node-level 
distribution. 


Our research shows that properly implemented topology constraints can reduce mean time to recovery (MTTR) by up to 
43% during zone failures. For workloads with 2-3 replicas, use pod anti-affinity instead of topology spread constraints to 
ensure strict separation with minimal configuration.


Comprehensive health probes

Properly configured health probes can prevent many customer-impacting outages. Implementing them is not merely a 
best practice—it's a critical component of SRE.

GitOps-Based Disaster Recovery

Store all infrastructure and application 
configurations in Git repositories

Implement automated recovery pipelines that 
can rebuild environments in minutes

Store all infrastructure and application 
configurations in Git repositories

Test DR procedures regularly with chaos 
engineering practices

Pod disruption budgets: controlled maintenance

Align with replica count:

Your PDB must be configured to your 
deployment's replica count. For example:

A replica count of 3 with maxUnavailable: 1 
allows 1 pod to be disrupted (66% available)

A replica count of 3 with minAvailable: 2 
produces the identical outcome

A replica count of 1 with maxUnavailable: 1 will 
permit the single pod to be disrupted, 
potentially causing a service outage

Common misconfiguration:

Setting maxUnavailable: 1 with a replica count of 1 
will allow the single pod to be evicted during node 
drains, causing service downtime. To prevent this, 
use minAvailable: 1 for single-replica workloads

Multiple workloads:

For applications with multiple components, 
ensure each deployment has its own PDB
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Resource optimization in Kubernetes

Horizontal Pod Autoscaler for 
dynamic workloads

Use custom metrics (requests-per-second, queue 
depth) over CPU when possible

Configure appropriate scale-up/down behaviors to 
avoid thrashing

Set minReplicas based on minimum acceptable 
availability, not minimum load

Implement cluster autoscaler in conjunction with HPA 
for node-level scaling

Rightsizing workloads

Set memory requests equal to limits to guarantee 
Quality of Service (QoS)

Configure CPU requests based on 95th percentile 
usage in production

Consider leaving CPU limits undefined to allow burst 
capacity

Implement automated right-sizing with Vertical Pod 
Autoscaler

Cross-AZ traffic optimization with 
service topology

This configuration creates a preferential routing 
hierarchy:

Route to pods on the same node when available

If not available locally, route to pods in the same 
availability zone

Only route cross-zone when no other options exist

Node selection and bin-packing

Consolidate workloads onto fewer, larger nodes rather 
than many small nodes

Implement cluster autoscaler with bin-packing strategy

Consider Spot/Preemptible Instances for stateless, 
fault-tolerant workloads

Use node taints and tolerations judiciously, avoiding 
excessive node specialization

Cost-effective compute selection

Consider both Arm and x86 architectures - Azure offers 
up to 65% savings with Arm CPUs

Leverage Spot Instances - organizations using a mix of 
On-Demand and Spot Instances realized 59% average 
savings, while Spot-only clusters achieved 77%

Be aware of regional price differences - for GPU 
workloads, selecting the optimal region and availability 
zone can reduce costs by 2-7x compared to average 
Spot prices

The impact of bin-packing on cluster cost
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Security hardening for enterprise Kubernetes

Comprehensive container security

Container security requires a multi-layered 
approach:

Static image scanning: Implement vulnerability 
scanning in CI/CD pipelines

Container runtime security: Deploy runtime monitoring 
to detect behavioral anomalies

CIS benchmark compliance: Regularly audit against 
industry security standards

Network policy implementation

Start with default-deny policies and explicitly allow 
required traffic

Implement namespace isolation for multi-tenant 
clusters

Monitor policy violations before enforcing in production

Consider a service mesh for advanced traffic 
management and encryption

External secrets management

Decoupling secrets from application code and Kubernetes manifests is critica. Integrate with cloud provider secrets 
services (AWS Secrets Manager, Azure Key Vault, Google Secret Manager) or dedicated solutions like HashiCorp 
Vault.

Compliance with Cis GKE benchmark 1.5

40.91%
9/22 checks are compliant

Vulnerabilities by severity

Critical

216
133 fixes

High

472
112 fixes

Medium

665
581 fixes

from 170 detected image repositories

Policy enforcement with OPA 
Gatekeeper

Enforce security and compliance requirements 
with policy-as-code. Key policies to implement:

Required resource requests/limits

Restricted image repositories

Enforcement of health probes

Container security context requirements

Attack path / Details

Vulnerable services exposed to Internet

Cluster

dev-master
1project02807
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Internet
nginx: v1.0.0

Image

2

nginx

Service

istios-sidecar: v2.5.9

Image

5

api

Ingress

server

Container

istios-sidecar

Container

nginx

Deployment

kube-system namespace
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Comprehensive audit logging

Export logs to a centralized SIEM solution

Create alerts for suspicious administrative activities

Implement appropriate retention policies based on 
compliance requirements

Regularly review access patterns to detect potential 
security issues
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Read why Akamai chose Cast AI 
to automate Kubernetes
Read the case study here → 

Implementation Roadmap for Kubernetes

Phase 3: Security Hardening 
(Weeks 9-12)

Implement network policies in monitoring mode

Deploy external secrets management

Set up container image scanning in CI/CD pipelines

Configure OPA Gatekeeper with critical policies

Phase 4: Resource 
Optimization (Weeks 13-16)

Implement automated right-sizing for workloads

Configure horizontal pod autoscalers with custom 
metrics

Optimize node configurations and bin packing

Implement service topology for traffic optimization

Consider Spot Instances for appropriate workloads 

Phase 5: GitOps and Automation (Weeks 17-20)

Deploy GitOps workflows for application deployment

Implement infrastructure as code for all components

Create automated disaster recovery procedures

Develop continuous compliance monitoring

Implement agentic autoscaling for dynamic 
resource management

Build a resilient, secure, and cost-optimized 
Kubernetes platform in five phases

Implementing these best practices calls for a phased approach. Here’s an example timeline to help you plan your 
Kubernetes improvement project.


Phase 1: Assessment and 
Foundation (Weeks 1-4)

Assess current Kubernetes implementation against 
best practices

Implement resource requests/limits for all workloads

Deploy basic health probes for critical services

Establish baseline monitoring and observability

Measure current CPU and memory utilization 

Phase 2: Resilience 
Engineering (Weeks 5-8)

Implement topology spread constraints for 
critical workloads

Configure pod disruption budgets

Deploy advanced health probes with all three 
probe types

Test failover scenarios with controlled chaos 
engineering


